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How puls works
A methodology manuscript. Written 2026-07-14. Describes the system as built, not as planned. See
README.md  in this folder for what this document deliberately does not claim.

1. What puls is
puls (puls.dotshock.ai) is a political-intelligence platform for Bosnia and Herzegovina: it monitors media,
social, and video sources for mentions of parties and candidates, scores sentiment, and gives campaign
teams and analysts a working view of the information environment. Slogan: "Political Intelligence Driven
by AI."

Positioning line, and a promise the product has already made publicly: "Signal → prijedlog → vi
odlučujete." Signal, then a suggestion, then a human decides. Every module in this document exists to
keep that promise true at the database level, not just in the UI copy.

2. The problem this architecture solves

A monitoring tool that silently guesses is worse than one that visibly fails. An early version of this project
fabricated BiH research — invented figures, invented progress, invented sources — and presented it as
real ( docs/claude/01-honest-record.md  is the full ledger). The rebuild that followed wasn't a UI redesign;
it was a redesign of what the database is allowed to contain. That's what this document actually describes.

The one rule everything below exists to enforce:

A gap is a row, not an absence. A missing week is missing — not estimated, not interpolated, not
inferred. A visible gap is safe. An invented number is indistinguishable from a real one, and that
indistinguishability is the entire danger.



3. Architecture, top to bottom

Sources (RSS, GDELT, Reddit, YouTube)
        │
        ▼
Ingestion (backend.py — 4 fetch paths)
        │  dual-write, non-destructive
        ▼
┌───────────────────────┬───────────────────────┐
│ legacy `mentions`      │  v2 schema             │
│ (existing dashboard    │  sources → raw_documents│
│  reads this directly)  │  → mentions_v2 →        │
│                        │  derivations             │
└───────────────────────┴───────────────────────┘
        │
        ▼
Memory modules (M1-M5) + Detection modules (K1-K4)
        │
        ▼
Module envelope (state: ok/empty/stale/degraded/error)
        │
        ▼
REST API (/api/v2/*) ── MCP server (read-only, 14 tools) ── Dashboard

Why two schemas exist side by side. Roughly a hundred existing routes in server.py  read the original
flat mentions  table directly. Replacing it in one pass would have meant rewriting the entire application
with no safe rollback. Instead, the new normalized schema ( schema_v2.py ) was built alongside it: new
ingestion dual-writes to both, a one-time backfill script ( migrate_to_v2.py ) populated history, and routes
migrate to the new schema incrementally, module by module, proven one endpoint at a time. This is a
recorded decision ( decisions  table, area= method , 2026-07-14), not an accident of running out of time
— a full cutover remains explicitly possible later and explicitly out of scope for this pass.

The normalized tables, and what each one is for:

Table Purpose

sources Registry of feeds/accounts/channels being monitored

raw_documents The fetched content, close to unmodified

mentions_v2 One row per mention, with observed_at_is_estimated  marking whether the date is
source-reported or a fetch-time fallback

derivations Anything computed (sentiment, keywords), tagged with method_version

coverage_windows Explicit record of what was and wasn't checked, per source per window — the mechanism
that makes gaps visible instead of silent

module_registry What modules exist, their freshness budget, and current status

pipeline_runs_v2 Every ingestion run, success or failure, with counts



4. The module contract
Every module that reports data through /api/v2/*  answers the same envelope shape, not a bare array:

{
  module, method_version, is_ai_derived,
  window: {from, to},
  freshness: {last_data_at, budget_hours},
  coverage: {sources_expected, sources_reporting, gaps: [...]},
  state,   // ok | empty | stale | degraded | error
  data
}

Why a naked array was never enough. state='empty'  means "we looked and found nothing real."
state='degraded'  means "we couldn't look everywhere." A bare []  cannot express that difference —

and that exact ambiguity is what let the keyword module stay silently broken for a full session before
anyone noticed ( docs/claude/03 ). state  is derived server-side from freshness and coverage, in a fixed
priority order (stale > degraded > empty > ok), so no individual endpoint can compute it inconsistently.

5. The five memory modules (M1–M5)
Full detail in docs/claude/19-memory-modules.md . Summary:

Module What it remembers Runs

M1
Observation

Raw fetched mentions Automatic, every tick

M2 Derivation Computed sentiment/keywords, tagged by
method

Automatic, every tick

M3 Narrative Named story threads Model clusters automatically; a human
names and confirms

M4 Decision Every real methodology/product/pricing/ethics
decision

Manual — a decision is something a
person is accountable for

M5 Prediction Forward claims, made before the outcome,
resolved honestly

Manual capture and resolution

The split between automatic and manual is deliberate, not a gap to be closed later. M1/M2 have no
judgment in them — there's nothing for a human to check before they write. M3's clustering step is
automatic, but naming a narrative is not, because a clustering algorithm can group similar text and
nothing more; only a person can say what the story actually is. M4 and M5 are entirely manual because
automating either would mean the system is silently deciding or forecasting things and calling the log
"memory" to make that sound reviewed.

6. The four detection modules (K1–K4)

Full detail in docs/claude/20-detection-knowledge-modules.md . Summary:



Module Status

K1 Coordination
signatures

Built. Text-duplication detection runs automatically; verdict ( unreviewed  by default) and
claim-spread tracing are manual.

K2 Media
Behaviour

Partially built (2026-07-14) — outlet-narrative amplification patterns run from data
already ingested; ownership/credibility scoring still needs a BiH media ownership registry
(4–8 week research effort, not engineering)

K3 Ad Activity Integration built (2026-07-14) — Meta Ad Library fetcher wired in, but blocked on a real
developer token, which requires the operator (not this codebase) to complete Meta's own
identity verification

K4 Disinformation v1 built (2026-07-14) — Istinomjer.ba's public RSS feed is ingested and matched against
narratives by shared keyword; Raskrinkavanje has no discoverable feed and stays
uncovered

K2–K4 were originally recorded as blocked on something that wasn't code. Checking that assumption
directly on 2026-07-14 showed two of the three blockers were narrower than first assessed — see
docs/claude/20-detection-knowledge-modules.md  for the corrected detail. The part of each that's still

genuinely blocked stays a documented gap, not a stub.

Why K1's numbers are measurements, not confidence scores. There is no ground-truth
bot/coordination dataset for BiH political social media to calibrate a confidence score against. Storing a
raw measurement ( similarity=0.92 ) and leaving the judgment to a human is the honest alternative to a
confidence number nothing backs. human_verdict  defaults to unreviewed , never benign  — a signal
accuses nobody until a person looks at the evidence.

7. The ethics boundary
"puls detects manipulation. puls does not perform it."

Building coordination/bot-network/narrative-manipulation detection: in scope. Inferring ethnicity or
demographics from text to target people, optimizing emotional triggers, or mapping "permission
structures": out of scope, permanently — this collides directly with the project's own no-ethnic-markers
rule and breaks the "vi odlučujete" promise made publicly. The test applied before building any feature
near this line: if a journalist described this feature accurately, in public, using puls's own docs — would that
be comfortable?

8. What's real today (2026-07-14) — stated plainly

Ingestion, sentiment, and keyword extraction run live against real RSS/ GDELT/Reddit/YouTube
sources.
The v2 schema is live and dual-writing; PRAGMA integrity_check  and foreign_key_check  are clean.
M1/M2/M3(clustering)/K1(detection) run automatically every scheduler tick.
One test narrative exists in the catalogue; zero have been through a deliberate editorial
confirmation.



Zero predictions have been made and resolved. This is the single number that would need to
change before any accuracy claim is supportable.
K2, K3, K4 are partially built, not fully live: K2's outlet-amplification detector and K4's fact-checker
(Istinomjer) v1 run from already-ingested data, K3's Meta Ad Library integration exists but is
dormant pending a developer token — each with a documented external gap, consistent with §6
above. What none of them have yet is a full, continuously-running production pass.

9. What "proof" would actually require

Per docs/claude/11 : one real campaign, one real election cycle, results that can be pointed at. Concretely,
in terms of the tables above: a meaningful number of rows in predictions  with outcome  resolved to
correct  or wrong  — not pending  — across a real time span, plus narratives  with
confirmed_by_human=1  that a person would stand behind after the fact. Until that exists, this document —

architecture, not results — is the honest version of "how puls works."

Provenijencija · Provenance

BS: Ovu knjigu je iz izvornog rukopisa generisao automatski alat puls Book Factory. Sadržaj je AI-potpomognut i opisuje sistem
kakav jeste — bez izmišljenih brojeva, izvora ili rezultata. Svaka tvrdnja se može provjeriti u kodu i dokumentaciji projekta.

EN: This book was generated from a source manuscript by the automated puls Book Factory tool. The content is AI-assisted
and describes the system as built — no invented numbers, sources, or results. Every claim is checkable against the project's
code and documentation.
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