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Detect, don't perform
A principles document. Written 2026-07-16. States the line puls will not cross, and why the line is written
down instead of re-argued. It describes a decision already made and a boundary already enforced in the
system — not an aspiration. See README.md  in this folder for what the puls book shelf does and does not
claim.

The one sentence

puls detects manipulation. puls does not perform it.

That is the whole boundary. Everything in this document either explains what falls on each side of it, or
explains why it is safer to have written the sentence down once than to re-argue it feature by feature.

A monitoring tool needs a stated ethical line for a plain reason: the same data that tells you someone is
faking a wave of support would, pointed the other way, tell you how to fake one. Sentiment by region,
coordinated- amplification signatures, narrative framing shifts — these are intelligence when they answer
"what is actually happening, and is someone manufacturing it?", and they are an influence operation
when they answer "which people do I push, and how?" The inputs overlap. The intent does not. A tool
that works in this space and has not said out loud which of the two it is has left the question open, and
leaving it open is itself a choice — the wrong one.

puls has closed the question. This document is where it is closed in public.

What puls builds
In scope, and built or being built: detection. The list, from docs/claude/05-ethics-boundary.md :

Sentiment tracking, by source, region, and time.
Bot and coordination detection.
Narrative and framing-shift detection.
False-consensus scoring — separating organic sentiment from amplified.
Rumor origin tracing, honestly scoped (see below).
Competitor ad monitoring — the Meta Ad Library is public by design.
Ground-truth comparison: field (teren) data against social sentiment.
Fact-check lag benchmarking.

Every one of these answers the same question: what is actually happening, and is someone faking it? That
is intelligence. It is what a campaign legitimately needs, and it is what a journalist or a regulator would
defend rather than attack.

The coordination and disinformation detection is real code, not a slogan. docs/claude/20-detection-
knowledge-modules.md  documents the four detection modules (K1–K4): K1 is built, K2 and K4 are partially
built from already-ingested data, and K3's integration is dormant pending an external token. K1 flags
near-duplicate text and synchronized posting across a set of accounts. K4 matches active narratives



against a public fact-checker's feed. Both produce evidence — a measured similarity, a candidate match
— and stop there.

Two of these deserve their honest scope stated, because the honest version is narrower than the
tempting one, and the narrowing is the point:

Rumor origin tracing is "first observed," never "origin." puls sees only what it was configured
to monitor: RSS, GDELT, Reddit, YouTube comments. "First observed in our data" is a fact. "Where
this claim originated" is a much stronger claim the system cannot verify — the true origin could be
a closed group, a private channel, or offline, none of which puls ingests. Labelling the first as the
second would be an inference dressed up as an observation, which is the exact failure the whole
project exists to prevent ( docs/claude/20 , K1 claim_spread ).

Coordination signals are measurements, not confidence scores. There is no ground-truth bot
dataset for BiH political social media to calibrate a "confidence" number against. So puls stores the
raw measurement ( similarity=0.92 , group_size=4 ) and leaves the judgment to a person. A
confidence score would imply a calibration that does not exist. This is covered again under "The
human in the loop," because it is where the boundary stops being a policy and starts being a data
type.

Detection is the harder thing to build and the better thing to own. Any well-funded global tool can bolt
targeting onto its feature list. Almost none can credibly claim to detect coordinated inauthentic behaviour
in BHS, at canton resolution, checked against real field data. That capability is the moat, and it sits entirely
on the right side of the line ( docs/claude/05-ethics-boundary.md ).

What puls will not build
Out of scope, permanently. Not "not yet," not "not in this phase." These are listed in docs/claude/05-
ethics-boundary.md  as the wrong side of the line, and the reason they are permanent rather than
deferred is specific to where puls operates.

Optimizing which emotions to trigger. Modelling emotional contagion in order to deliberately
amplify anger or fear in an electorate is manipulation. Note the asymmetry: detecting emotional
manipulation — including catching an opponent running it — stays in scope and is valuable.
Engineering it does not and is not. Detecting the fire is not the same act as setting it.

Inferring ethnicity or demographics from language to target people. Inferring age, education,
urban/rural — or ethnicity — from how someone writes, and then targeting them on that
inference. In Bosnia and Herzegovina this collides head-on with puls's own established rule that no
ethnic markers appear in the product (see the house style in apps/puls-shock/CLAUDE.md : puls
never fabricates or infers such markers). Inferred ethnicity is precisely the thing that rule exists to
prevent. A label does not stop being ethnic profiling because a model produced it instead of a
person.

Mapping "permission structures." Identifying the specific individuals whose approval unlocks a
voter's change of position, in order to target them. That is standard influence-operation
methodology, and puls will not implement it.



Cognitive-load / attention-scarcity exploitation. Timing messages to land when a population is
too exhausted to evaluate them.

The reason this is a hard, permanent "no" and not a roadmap item comes down to two collisions:

It collides with puls's own no-ethnic-markers rule. The product has already decided that inferred
ethnicity does not enter the system. A feature that infers ethnicity to target people would not be an
addition to puls; it would be a reversal of one of its founding constraints.

It breaks the promise puls has already made in public. The welcome page says Signal → prijedlog → vi
odlučujete — signal, then a suggestion, then a human decides — with every AI output labelled as AI and a
human always in the loop ( docs/claude/05-ethics-boundary.md ; docs/book/how-puls-works.md  §1). The
features on the wrong side of the line quietly break that promise: an engine that optimizes emotional
triggers or targets by inferred group is no longer handing a human a labelled suggestion to decide on —
it is performing the decision on the population's behalf and calling it a suggestion. You cannot ship that
and keep the sentence on the welcome page true.

And one thing that is not in the feature list but sits underneath all of it: BiH is not a neutral testbed. It is a
country with a documented, catastrophic history of media-driven ethnic mobilization. A tool that
industrializes emotional targeting by inferred ethnic group is not neutral there, whatever the intent of
whoever is selling it ( docs/claude/05-ethics-boundary.md ). That is the reason the "no" is permanent
rather than negotiable.

The human in the loop
The boundary is not only stated in a document. It is enforced in the shape of the data, which is a stronger
guarantee than a policy anyone could quietly override in a later release.

Three properties, all of them structural:

Every AI output is labelled as AI. Not only in the interface — in the schema. The module envelope every
data module answers with carries an is_ai_derived  flag, and anything computed lands in a derivations
table tagged with the method version that produced it ( docs/book/how-puls-works.md  §4). A model
output cannot present itself as a sourced observation, because the two are different fields in different
tables.

A signal accuses nobody until a person looks. In the coordination module (K1), human_verdict  defaults
to unreviewed  — never to benign , and never to coordinated . Automatic detection writes rows that say
only "here is a measured pattern, unreviewed." The verdict is a separate, manual step ( docs/claude/20 ,
K1). The disinformation module (K4) works the same way: a keyword match to a fact-checker's article is a
candidate, defaulting to unreviewed , never a confirmed relationship.

The number is a measurement, not a verdict. Because there is no ground-truth bot/coordination label
set for BiH to calibrate against, K1 stores the raw measurement and leaves interpretation to a human. This
is the design decision that makes "a signal accuses nobody" true at the level of the data type rather than
the UI: there is no confidence score to mistake for a judgment, because the system never computes one
( docs/book/how-puls-works.md  §6; docs/claude/20 , K1).



This is also why the automatic/manual split in the memory modules is deliberate and not a gap to be
closed later. Observation and derivation are automatic because there is no judgment in them for a human
to check. Naming a narrative, recording a decision, resolving a prediction — those are manual, because
automating them would mean the system is silently deciding or forecasting and calling the log "memory"
to make it sound reviewed ( docs/book/how-puls-works.md  §5). Detection produces evidence for a human
to review; it never produces a verdict, and it never produces a targeting instruction ( docs/claude/20 ,
opening).

That is what "vi odlučujete" means when you trace it down to the tables: the system is built so the human
decision is not optional.

The test we apply
Before building any feature that sits near the line, one question ( docs/claude/05-ethics-boundary.md ):

If a journalist described this feature accurately, in public, using our own documentation — would we be
comfortable?

The grading is simple. If yes, build it. If you would need to explain it carefully, look again. If you would
need to deny it, do not build it.

The test works because it removes intent from the argument. "We only meant it defensively" is not a
defence a journalist has to accept, and it is not one the test lets through — the test asks what the feature
does, described plainly, not what its builder hoped it was for. "We detect when a wave of support is fake
so a campaign does not waste budget on an audience that does not exist" survives that description. "We
optimize emotional triggers by inferred ethnicity" does not survive it, and one accurate screenshot would
end the company ( docs/claude/05-ethics-boundary.md ).

It is worth being honest about why this test is written down at all: in the session that first generated puls's
feature list, a long list of features went by — including "which emotions to trigger" and demographic
inference — without the difference being flagged at the time. The line was not obvious in the moment.
The test exists so it does not have to be re-noticed in the moment, under deadline, by whoever happens
to be building.

Why decide this once, in writing
A boundary you can point to is stronger than one you re-argue per feature, for reasons that are practical
rather than moral.

Re-argued boundaries drift. If every feature near the line reopens the whole question, the answer
depends on who is in the room, how the feature is framed, and how much pressure the quarter is under.
Written once, the boundary resolves most of those arguments before they start — the feature is
measured against a fixed sentence, not against the mood of the meeting.

A recorded decision is auditable. puls keeps a decision log (M4) — the memory module for "every real
methodology, product, pricing, or ethics decision a person is accountable for" ( docs/book/how-puls-



works.md  §5). The ethics boundary is exactly that kind of decision, and it lives there, not only in prose.
That means it can be pointed to, dated, and defended, and it means a future change to the boundary is
itself a recorded, accountable act rather than a quiet drift.

It is the better business, not a tax on it. The line is the harder moat: detection in BHS at canton
resolution, validated against field data, is the thing only puls can credibly build, and it is on the right side
of the line. It survives scrutiny: puls will be looked at by journalists, by the CIK, by opposing campaigns,
eventually by regulators, and "we detect manipulation" survives that examination where "we perform it"
does not. And it is the cleaner sale — "we tell you when the wave is fake so you do not waste budget on
an audience that does not exist" is a sentence a campaign manager understands in four seconds and a
journalist cannot attack ( docs/claude/05-ethics-boundary.md ).

So the line is not a constraint bolted onto the product. It is the product's shape. puls detects
manipulation. puls does not perform it. It is written here so that it does not have to be rediscovered —
and so that anyone, inside the company or outside it, can hold the product to the exact sentence it
published.
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and describes the system as built — no invented numbers, sources, or results. Every claim is checkable against the project's
code and documentation.

source docs/book/ethics-boundary.md
generated 2026-07-18
generator tools/build_library_books.py (Chrome print-to-PDF)
baseline_model sonnet
is_ai true


