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Reading Bosnian

Why language is the hard part.

A focused technical book about one layer of puls: the code that turns a sentence of Bosnian, Croatian or
Serbian into a countable word. It is a companion to how-puls-computes.md — that book walks the whole
arithmetic of the system and spends one section on the language layer. This one stays inside that section
and goes a level deeper: into the linguistics of why the easy approach fails, and into apps/puls-
shock/bhs_keywords.py function by function. Read the sibling first if you want the map; read this if you
want the terrain.

The claim this book defends

A media-monitoring tool for Bosnia and Herzegovina lives or dies on one unglamorous capability: it has
to be able to count words in the language its sources actually write in. Everything a client pays for sits on
top of that. A keyword ranking is a word count. A sentiment trend is a word count with a polarity
attached. A coordination signal starts from normalized text. If the bottom layer cannot read Bosnian,
none of the layers above it mean anything — they are arithmetic on noise.

The trap is that this layer fails silently. A keyword pipeline assembled from the English-language defaults
that ship with every NLP toolkit will run on Bosnian text without raising a single exception, and return an
empty list. No stack trace, no warning, no "unsupported language" — just nothing, which reads on a
dashboard as "there was nothing to report." That is the worst possible failure for a monitoring product,
because nothing to report and the tool is blind look identical to the person paying for it.

This is not hypothetical. It is the exact bug this project shipped and then had to diagnose: every record in
the export carried keyword: "", the dashboard's keyword panel does if (!d.keyword) return; , and so
the panel was always empty. The full post-mortem is in docs/claude/@3-keyword-debug-runbook.md ; the
linguistic root cause is docs/claude/@4-bhs-text-processing.md ; the fix is bhs_keywords.py . This book
explains why the default was always going to fail, what the current code does instead, exactly where that
code is still crude, and what is planned to replace it — marked honestly as planned, because it is not built.

A word on the examples. Every worked example below uses invented placeholder words and toy
numbers, and each is labelled illustrative. None of them is a measured keyword frequency, a real party's
term count, or anything observed in the corpus. They exist to show how a rule behaves, not to report a
finding. That constraint runs through the whole project — see the honest-record ledger in
docs/claude/@1-honest-record.md — and it is not incidental to a book about language processing. The
entire point of the code described here is to keep a counted word distinguishable from a guessed one.

Three ways English NLP fails on Bosnian

A textbook keyword pipeline is a chain of stages:

text » lowercase -» tokenize » remove stopwords - stem -» count -» keep terms above a threshold



Each stage has an English default. Three of those defaults do not merely underperform on Bosnian —
they zero out the signal, each in its own way, and they compound. Doc 04 lays out four problems; three
of them are the ones that make the output empty rather than merely worse, and those are the three
worth understanding in detail.

Failure one: inflection fragments the counts

English nouns come in roughly two shapes: election and elections . Bosnian, Croatian and Serbian are
heavily inflected — a noun declines across seven cases in two numbers, and adjectives agree with their
nouns in gender, number and case on top of that. A single concept does not appear in a corpus as one
token repeated; it appears as a scatter of related forms.

Illustrative. Suppose the corpus is about one invented topic, the word fictoria (a placeholder — not a
real word). Across a week of articles it shows up as fictoria, fictorie, fictorijom, fictorijama, fictorijski,
fictorijskih, predfictorijski and several more. To a naive counter these are eight unrelated strings. The
concept might be the single most-discussed thing in the corpus, and yet each individual form carries
only about one-eighth of its true frequency.

Now add the last stage of the pipeline, the frequency threshold: keep only terms that appear at least N
times. The concept's total frequency is well above N, but it is split eight ways, and each fragment can fall
below N. The threshold then discards all eight. The most important word in the corpus produces no
keyword at all. Doc 04 makes the quantitative point precisely: if your threshold was tuned on English,
where a concept surfaces as ~2 forms, then on Bosnian where it surfaces as ~8 forms your effective
threshold is roughly four times stricter than you think it is.

An English stemmer does not rescue this. A Porter or Snowball-English stemmer has never seen the
ending -ijama; it either leaves the eight forms as eight distinct tokens, or truncates them at English-
shaped boundaries into eight distinct nonsense stems. Either way the fragmentation survives. The
stemmer has to know these endings, or it is not helping.

Failure two: function words dominate

An English stopword list removes the, and, of, is, to. It has no entry for the words that are actually most
frequent in any Bosnian sentence: |, u, na, za, se, je, da, su, od, sa, koji, bi, e, ima, nema, moZe, treba. These
are conjunctions, prepositions, particles and auxiliary verbs — pure grammatical glue, carrying no topical
meaning — and because they are grammatically obligatory they sit at the very top of the frequency
distribution.

So with an English stopword list in place, the top of a Bosnian keyword ranking comes back as je, se, na,
u, i. Every slot at the top is a function word.

Illustrative. Imagine a top-five keyword panel that should read like a summary of the week's politics
and instead reads: je - se - na - u - 1i.ltis not broken in a way that throws an error. It is
confidently displaying the five most frequent tokens in the language.

The two obvious patches both backfire. Filter by minimum length to kill the short function words, and you
also kill real short content words. Cap the output at the top N and hope the content words are just below,



and you find the N slots are entirely consumed by function words before any content word surfaces. The
only real fix is a stopword list in the right language — and then extended with domain noise, because in a
political-media corpus a second tier of words (rekao, izjavio, kaze, danas, jucer, godine, portal, vijesti) is
topically empty too: present in every article, distinguishing none.

Failure three: the script split

Republika Srpska outlets publish in Cyrillic. Federation outlets publish in Latin. The word for elections
written uzbopu and the same word written izbori are the identical word in two alphabets — and to a byte-
level counter they share not a single character in common.

lllustrative. An RS source and an FBiH source both run a story about the invented topic fictoria. One
writes goukmopuyja, the other writes fictorija. Without a transliteration step before counting, these two
mentions of one topic land in two different buckets and never share a keyword. Half your coverage of
the topic silently drops out of every count.

This is the failure with the widest blast radius, because it does not just lower a count — it partitions the
corpus into two halves that can never agree on a single term, exactly along the country's political fault
line. A diacritic version of the same trap sits alongside it (¢ ¢ z § d, and users who type c for ¢
interchangeably online), but the script split is the one that removes a whole class of sources from view.
The fix is to pick one script and transliterate everything into it before the counting starts.

The through-line of all three: a pipeline that cannot correctly count words in Bosnian cannot credibly
claim to read stance in Bosnian. As doc 04 puts it, the language layer is the foundation of the only claim
that differentiates this product — not a detail to be handled later.

What puls actually does today

bhs_keywords.py is the implemented fix. It is deliberately the dependency-light path — option 5 from
doc 04, the hand-rolled stemmer — chosen so it runs on a shared Passenger host with nothing installed
beyond the Python standard library. It is not the best available method (that comes later in this book, and
it is not yet built); it is the method that works today with zero install risk. Here is the pipeline it
implements, stage by stage, in the order the code runs it:

raw text
-» transliterate Cyrillic -» Latin (cyr_to_lat)
> tokenize: Latin letters + BHS diacritics only, lowercased (_tokens / _WORD_RE)
-» drop stopwords: BHS + English + domain noise (_STOPWORDS)
> suffix-strip to collapse inflection (_stem)
-» count over stems, label by the commonest surface form (top_keyword / top_keywords)

Transliteration: cyr_to_lat

The function walks the input one character at a time against a fixed table, _CYR_TO_LAT . For each
character it lowercases it to look it up in the table; if it is Cyrillic it emits the Latin equivalent (restoring the
original case), and if it is not Cyrillic it passes the character through untouched. Because the walk is per-



character and non-Cyrillic passes through, a mixed-script string — Cyrillic and Latin in the same sentence,
which happens — is handled correctly in one pass.

The one subtlety that separates a correct table from a broken one is the digraph letters. Three Cyrillic
letters map to two Latin characters each: » > 13, ®» > nj, u > dz.A naive one-to-one character table
gets these wrong. This table maps them per-character to the correct digraph, which is why it was kept
rather than replaced — see the note below on the lemmatization research, which tested it against an off-
the-shelf library and found identical output. This step is what lets uzbopu and izbori finally land on the
same token.

Tokenizing: _tokens and _WORD_RE

After transliteration the text is lowercased, and tokens are pulled out with a single regular expression:
_WORD_RE = re.compile(r"[a-z&¢z8d]+")

That character class is exactly Latin letters plus the five BHS diacritic letters, and nothing else. Digits,
punctuation, and the fragments of URLs are dropped by construction — they simply are not matched.
_tokens then applies two more filters as it yields: any token shorter than three characters is discarded
as noise, and any token in the stopword set is discarded. Note the diacritics are kept in the token, not
stripped to ASCIl — ¢ stays ¢ — which is the policy doc 04 recommends: keep diacritics in storage, and
do not collapse them, because collapsing merges genuinely different words (the doc's example is kuca
"house" vs kuca "knocks").

Stopwords: the three-set union

The filter is one set, _STOPWORDS , built as the union of three separately maintained sets:

_STOPWORDS = _BHS_STOPWORDS | _EN_STOPWORDS | {w for w in _DOMAIN_STOPWORDS if w}

e _BHS_sToPWORDS — roughly 190 Bosnian/Croatian/Serbian function words: conjunctions,
prepositions, particles, pronouns, and auxiliary-verb forms (i, u, na, za, se, je, koji, bi, ¢e, bio, bila,
ima, nema, moZe, treba, and so on). This is the set an English list has no equivalent for, and it is
what directly answers failure two.

e _EN_STOPWORDS — a small English set, because the GDELT ingestion path pulls in some English-
language stories; without it, the / and / with surface as keywords on those items. It also carries web
noise ( com, www, http, html, php ) that leaks in from source names and links.

® _DOMAIN_STOPWORDS — political-media noise that appears in every article regardless of topic:
reporting verbs (rekao, izjavio, kaZe, istakao), calendar words (danas, jucer, godine, dana), publishing
boilerplate (portal, vijesti, foto, video, agencija), and — notably — the country's own name in its
inflected and even mis-segmented forms (bosna, bosne, hercegovine, bih, govine). Doc 04's recipe
for building this set is empirical, not guessed: run the extractor once, read the top 200 terms, and
add whatever appears everywhere regardless of subject.

The comprehension {w for w in _DOMAIN_STOPWORDS if w} is just a guard that drops any empty string
from the domain set before unioning — harmless defensiveness.



The suffix-strip stemmer: _stem

This is the heart of the module and the answer to failure one. The goal is narrow: collapse the common
case/number/gender endings so that inflected forms of one concept count as one stem, instead of
fragmenting into eight sub-threshold tokens.

There is an ordered tuple of suffixes, _SUFFIXES, arranged longest-first:

(HOVima", "eVima", "ima", "ama", "Oga", 'Iegal|J "Ome", "emU", "Og", "eg",

Jus, “Je,

" wosn n,sn n

om", "em", "im", "ih", ja", "ma", "mi", "vi", "ov", "ev",

a", "e", "i", "o", "u
And the function itself:

def _stem(tok: str) -> str:
for suf in _SUFFIXES:
if tok.endswith(suf) and len(tok) - len(suf) >= 4:
return tok[: -len(suf)]
return tok

The exact behaviour, stated precisely because the precision is the point:

1. It strips at most one suffix. It is not iterative; it does not keep peeling.

2. It walks the suffix list in order — longest suffixes first — and acts on the first suffix that satisfies
both conditions: the token ends with it, and removing it would leave at least four characters
behind.

3. That length floor is len(tok) - len(suf) >= 4 —itis a condition on the length of the remaining
stem, not on the length of the input token. A suffix that matches but would leave a three-character
(or shorter) stub is skipped, and the loop continues to the next (shorter) suffix.

4. If no suffix both matches and clears the floor, the token is returned unchanged.

The longest-first ordering combined with the floor means the function removes the longest ending it can
while still leaving a four-character stem. The floor is a guard against over-collapsing: without it,
aggressive stripping would grind distinct short words down to the same meaningless stub and merge
concepts that should stay separate.

lllustrative worked example. Take the invented token list ["fictorija", "fictorije",
"fictorijama"] — three case forms of one made-up concept. _stem strips -a, -e,and -ama
respectively (each is the longest suffix that leaves > 4 characters), producing fictorij, fictorij,
fictorij . Three surface forms collapse to one stem, fictorij, count 3. Under the naive pipeline
those were three tokens of count 1 each, each likely below threshold and each discarded. The one stem
of count 3 survives. This is exactly the fragmentation from failure one being undone — on an invented

word, to show the mechanism, not to report a measurement.

Counting and labelling: top_keyword and top_keywords

Two entry points sit on top of the pipeline. top_keyword(text) returns the single most salient content
word for one record; top_keywords(texts, n) returns a ranked list of the top n across a whole corpus, as



{"key", "count"} objects.

Both do the same two-part bookkeeping. They count over stems, so that inflected variants of one
concept aggregate into a single tally — the stem is the aggregation key. But the label shown to a human
is not the truncated stem; it is the most frequent original surface form of the winning stem. Each
function keeps a second counter keyed by (stem, surface_token) , and once a stem wins, it picks that
stem's commonest actual spelling, breaking ties toward the shorter form. So the aggregation happens on
fictorij, but the label rendered on screen is fictorija — the real word as it appeared in the text,
which reads better than a truncated stub.

This surface-form rule is not cosmetic. It is a small honesty mechanism: the label is always a string that
literally occurred in the source text, never a manufactured stem that no one wrote.

The " rule: the honesty property built into the shape

The single most important line in the module is the one that does nothing visible:

if not stem_counts:

nn

return

If a record's text is pure function words, or too short, or otherwise yields no content token, the extractor
returns the empty string — not a plausible guess, not the least-bad candidate, not a filler word. And
because the whole pipeline can only ever count tokens that were literally present in the text after
transliteration, it is structurally incapable of returning a word that was not in the source. There is nowhere
in the code for an invented keyword to come from.

The wrapper extract_keyword() in backend.py extends the same guarantee to the failure modes: a
missing module, an import error, any exception — all degrade to "", never to a fabricated term. And the
keyword field carries its provenance in the v2 schema as keyword_method="bhs-suffix-strip-vi", so a
downstream reader always knows which method produced it.

That is the design promise stated in the file's own docstring: it extracts words that are actually present in
the text; it never invents a keyword. An empty keyword panel, under this code, means the extractor
honestly found no content word — which is a true statement about the text, not a bug and not a
fabrication.

The limits of suffix-stripping

The module's own comments do not oversell it, and this book should not either. A hand-rolled suffix
stripper is crude by construction, and it is wrong in two directions.

It over-strips. Doc 24 records local tests on this exact function showing it turns common nouns into non-
words: vlade — vlad, komisije — komisi, kampanje — kampan. Those still aggregate correctly — every form
of vlada collapses to vlad, so the count is right — but the stem is not a real word, and two things follow
from that. First, it reads badly as a Ul label. This is partly mitigated by the surface-form rule above, which
shows vlada rather than vlad on screen; the ugliness is confined to the internal aggregation key. But,
second and more seriously, a stub that is not a real word can occasionally collide with a different



concept that happens to strip to the same stub, over- merging two genuinely distinct words into one
count.

It under-strips, and it strips blindly. The function removes at most one suffix and knows nothing about
grammar — it is pure string-suffix matching. It cannot tell a real inflectional ending from a word that
merely happens to end in those letters, so a content word ending in -om or -a that is not an inflected
form gets truncated anyway. And because it applies the same suffix list to every token, it treats a person's
surname exactly like a common noun. The length floor prevents the worst damage, but it is a blunt
instrument: it protects short words by refusing to strip them at all, which means some short inflected
forms are left un-collapsed and fragment anyway.

The honest summary is the one in the file's comment: it over-strips a little, but it beats eight fragments
each below threshold. It is a stopgap that made the keyword panel work, chosen for zero dependencies
and immediate deployment — not the linguistically correct answer.

The planned upgrade

Status, stated first and plainly: the upgrade below is researched and locally tested, but it is NOT
implemented. The shipped extractor today is the suffix stripper described above. The research is
written up in full in docs/claude/24-bhs-lemmatization-research.md ; what follows is its recommendation
and the reason it beats suffix-stripping — not a description of running code.

The core idea is that suffix-stripping is the wrong kind of operation for a heavily inflected language.
Stripping guesses at morphology by chopping characters; lemmatization maps a word to its dictionary
head-word (its lemma) using actual knowledge of the language. For a language where one concept has
eight-plus surface forms, the difference is the difference between fictorij (a stub) and fictorija (the real
lemma), and between correctly collapsing an irregular form and mangling it.

The recommended replacement is a cascade at the point where _stem() is called today — the rest of the
module's contract stays identical, which is the whole reason the code was structured with a single
normalization chokepoint:

1. simplemma with the combined hbs model — a dictionary lemmatizer. It returns real lemmas for
common political vocabulary and known first names, and crucially it passes unknown words
through unchanged. It is a lookup table, so it is exact where it has an entry and silent where it does
not.

2. lemmagen3 with the Croatian ( hr ) model — a learned-rule lemmatizer, used for whatever
simplemma did not know. Because it generalizes from rules rather than a fixed list, it handles the
out-of-vocabulary case that matters most for a political corpus: declined surnames. Doc 24's tests
show it collapsing dodika / dodiku / dodikom — dodik where the dictionary has no entry.

3. The current crude _stem() as a no-dependency last resort — so that if neither package is
installed, the pipeline degrades gracefully to exactly today's behaviour rather than failing.

The two packages fail on complementary cases — simplemma is a dictionary and misses novel surnames;
lemmagen3 is rules and occasionally mis-analyses a common word (doc 24 shows izbori — izboriti,
treating a noun as a verb) — and the cascade order (dictionary first, rules second, stripper last) is chosen
so that each layer covers the layer below it. Both packages are small, permissively licensed, and need no



PyTorch, which is why they fit the shared host where the heavier classla (the accuracy ceiling, but torch-
weight) does not; classla stays an off-host option for later.

Doc 24 is also explicit about the guardrails that must ship with the swap, and they matter to this book's
theme:

®* Bump method_version the moment the normalizer changes. Keyword counts produced by
suffix-stripping and by the lemmatization cascade are not comparable and must never be silently
mixed in one series. The provenance stamp is what keeps a pre-swap count from being quietly
averaged with a post-swap one.

* Keep the label a real surface form. The lemma becomes the aggregation key, never the displayed
word. The screen still shows a string that appeared in the text — the same display="surface" rule
the current code already enforces.

¢ Keep transliteration ahead of lemmatization. Both packages expect Latin input; the
Cyrillic—Latin step stays exactly where it is.

To be unambiguous one more time: none of this cascade is in bhs_keywords.py today. It is the
documented next step, with the acceptance test already written (the 20-word x 3-engine table in doc 24).
The code that runs is the stripper.

Why this is the honest hard part

There is a reason a book about a monitoring product spends this many pages on morphology, and it is
not that the linguistics is intrinsically the most interesting thing here. It is that the language layer is where
the project's central discipline gets its hardest test.

The rule the whole product is built around is this: never let an inference dress up as an observation. A
keyword extractor is a machine that is constantly tempted to break that rule. When the text is thin, when
every token is a function word, when the stemmer produces a stub — there is always a plausible-looking
word it could emit to fill the slot and make the panel look populated. Emitting it would be an inference (a
guess about what the record is "really" about) wearing the costume of an observation (a counted
keyword). And an invented keyword is indistinguishable, on screen, from a real one. That
indistinguishability is the entire danger — the same danger the fabrication ledger in docs/claude/01-
honest-record.md records having gone wrong once already, when a prior session invented findings and
presented them as measured.

So the code refuses. When there is no content word, it returns "" . A visible empty panel is safe, because
it is true; a plausible guessed keyword is not, because it cannot be told apart from a fact. The whole
architecture of bhs_keywords.py — count only tokens that were literally present, label only with surface
forms that were literally written, degrade every failure path to the empty string — is that one refusal,
expressed at the level of individual return values.

That is why language is the hard part, and why it is the honest hard part. The difficulty is not only that
Bosnian is inflected and bi-scriptal, though it is both. The difficulty is that the naive approach fails silently
— it returns an empty answer that looks like a finding — and the temptation at every step is to paper
over the silence with something that looks like a result. Getting the language layer right means building a
machine that would rather show you a blank than lie to you about a word. Everything downstream —



sentiment, coordination, the whole product — inherits either that discipline or its absence from this one
layer. It is built to inherit the discipline.

Every method in this book traces to a file or a named source: the extractor is apps/puls-
shock/bhs_keywords.py (functions cyr to_Lat, _tokens, _stem, top _keyword, top_keywords ); the failure
analysis is docs/claude/04-bhs-text-processing.md; the planned lemmatization cascade, marked
throughout as not-yet-implemented, s docs/claude/24-bhs-Lemmatization-research.md; and the wider
arithmetic this book sits inside is docs/book/how-puls-computes.md . Where the text describes a plan rather
than running code — the simplemma/lemmagen3 cascade — it says so. Every illustrative example uses
invented placeholder words and toy numbers, and none of them is a measurement of anything real.
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